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Background and Research Problem

Cybersecurity problem GenAlI Uplift
Phishing exploits trust, urgency and contextual LLMs can generate fluent, personalized and Traditional language cues become less reliable
plausibility. credible lures at scale. as messages become more polished

Core problem in one line

e High benchmark accuracy does not necessarily imply real-world robustness,
particularly under distribution shift or changing attack behavior.

Al-enhanced lure Email / URL evidence Detection model Explanation

Sources: Dissertation Objectives 1-5
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Aim, Objectives and Evaluation Question

Project aim

To design and evaluate an explainable machine-
learning framework for phishing-related email and
URL detection.

Objectives

* Review phishing, GenAl, transformer and XAI research

e Compare classical ML and DistilBERT for email classification
* Evaluate ML models for phishing-URL classification

* Explain model decisions using SHAP and LIME

* Evaluate using multiple security-relevant metrics

Evaluation question

Which models perform best, and do their explanations reflect
plausible security indicators rather than dataset-specific
shortcuts?

Performance - Explainability . Critical Interpretation
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Literature Synthesis and Research Gap

Phishing detection has evolved from reactive rules towards data-driven
contextual models.

Blacklists

Benchmark performance

Modality fragmentation

Dataset bias

Interpretability

Machine

Heuristics Deep Learning Transformers

Learning

High internal scores may fall under distribution shift
Email text and URL evidence are often studied separately
Models can learn source artefacts instead of transferable attack cues

Accuracy does not show whether reasoning is security-relevant

Research Gap

Limited integrated evidence compares email and URL models
while auditing meaningful versus dataset-specific signals.

Literature implication

Compare model families + multiple metrics + explanations

Sources: [4], [8], [25], [29], [33]
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Methodology and Experimental Framework

Framework flow
Area Choice

Research methodology Design Science Research (DSR Datasets  Cleaning Representation Models Evaluation XAI
Research approach Positivist and deductive
Study design Quantitative comparative experiment Design logic

Build and evaluate an artefact connecting email/URL data, multiple model
families and explainability.

Data split Stratified 70% / 15% / 15%
Model selection Validation F1-score Reproducibility
Fixed random state and seed = 42
Final evaluation Held-out test set

Public datasets only; no phishing campaigns or malicious payloads were
created or deployed.

Sources: [36], [45], [46]
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Data, Features and Models

Size after cleaning Class distribution Data Split

70% train | 15% validation | 15% test

4,327 legitimate / 1,368

Email corpus Email/spam classification 5,695 emails
spam
URL dataset URL classification 57,405 URLs AR legﬁ?srl?i[e A0S
PHsHE TF-IDF words/bigrams; DistilBERT contextual
tokens.
Email Models URL Models URL Representation
Lexical, structural and host-based numeric features

TF-IDF Logistic Regression 98 features Gradient Boosting
TF-IDF Linear SVM 98 features Random Forest
Tokens DistilBERT

Scope note
Email positive class represents spam broadly, not a separately verified Al-generated phishing class.

Sources: Dataset documentation and Chapter 4; [47]
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Comparative Model Performance

Email Linear SVM 99.60% 99.50% 99.30%
Email DistilBERT 98.95% 96.60% 97.79%
Email Logistic Regression 98.70% 95.60% 97.30%
URL Gradient Boosting 94.0% 95.0% 94.4%
URL Random Forest 95.5% 96.5% 95.8%

Key finding

 Linear SVM was the strongest email model; Random Forest was

strongest for URL classification.

* DistilBERT performed strongly but did not outperform Linear SVM.
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Gradient Boosting -
Random Forest _
Logistic Regression _
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Axis shown from 90% to 100% for comparison.

Sources: Chapter 4 tables/figures
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DistilBERT Fine-Tuning and Final Evaluation

DistilBERT — Confusion Matrix (Test Set, n=855)

600
Final Configuration Held-Out Test Results
L))
£ 2 500
*  Model: distilbert-base-uncased ‘é Accuracy 98.95%
|
* Learning rate: 3 x 107 400 Precision 99.00%
o
«  Batch size: 16 3 Recall 96.60%
Y - 300
* Epochs: S = Fl-score 97.79%
£
o Max length: 256 tokens l% -200 ROC-AUC 0.9994
5 - 7 199
*  Seed: 42 = Test samples 855
(9]
- - 100
Legitilmate Phishin;;/Spam

Key Fin ding Predicted Label

Strong performance, but no improvement over Linear SVM.
2 false positives | 7 false negatives

Sources: Chapter 4-5 implementation
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Explainability Findings: What Did the Models Learn?

URL Model: Security-Relevant Signals

SHAP Global Feature Importance — URL Madel (Gradient Boosting)

time_domain_activation _
aty_dot_domain |
ttl_hostname _
gty _slash_url _
asn_ip -
time_response -
gty_nameservers -
qty_hyphen_directory -
tls_ssl_certificate -
qty_redirects -

0.0 0.2 0.4 0.6 0.8 1.0 1.2
mean(|SHAP value|)

Top features: directory length, domain activation time,
URL length and subdomain patterns.

Key XAI Finding
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SHAP Global Feature Importance — Email Model (Logistic Regression)
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* Explainability revealed information that headline accuracy alone did not show.
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Key Findings, Limitations and Future Work

Key finding 1

Linear SVM outperformed DistilBERT on the Random Forest was the strongest URL XAI exposed dataset-specific shortcuts hidden by
email dataset. model. headline accuracy.
Limitations Future Work
* Email positive class is broad spam, not verified Al- * Use a contemporary, verified Al-phishing email corpus
generated phishing * Perform cross-dataset and temporal validation
« Evaluation was primarily within selected datasets > Comilbine amalleiod amd URIL evilaice
* Enron-specific terms indicate possible shortcut learning » Test robustness under concept drift and operational
« SHAP/LIME attribution does not establish causation conditions

Project Contribution

* An integrated, reproducible framework comparing email and URL models with XAl-based auditing.

Sources: Chapter 4-5 findings
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Conclusion and Demo

Key Takeaways What the project shows
 Linear SVM was the strongest email model — 99.6% accuracy P erforn?anc.e alone 1s not enough; explanation and
« Random Forest was the strongest URL model — 95.5% generalisation matter
accuracy

* DistilBERT achieved 98.95%, but did not improve on SVM

* XAl revealed meaningful signals and dataset-specific shortcuts

* Real-world robustness to Al-generated phishing remains
unproven

Demo Flow

Dataset Trained Model Prediction Explanation Saved Evidence

Sources: Chapter 4-5 findings
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